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18 CONCURRENT PROGRAMMING 

It is the objective of this chapter to extend the Clang language and its implementation to do what its
name suggests - handle simple problems in concurrent programming. It is quite likely that this is a
field which is new to the reader, and so we shall begin by discussing some rudimentary concepts in
concurrent programming. Our treatment of this is necessarily brief, and the reader would be well
advised to consult one of the excellent specialist textbooks for more detail. 

18.1 Fundamental concepts 

A common way of introducing programming to novices is by the preparation of a recipe or
algorithm for some simple human activity, such as making a cup of tea, or running a bath. In such
introductions the aim is usually to stress the idea of sequential algorithms, where "one thing gets
done at a time". Although this approach is probably familiar by now to most readers, on reflection it
may be seen as a little perverse to try to twist all problem solving into this mould - indeed, that may
be the very reason why some beginners find the sequential algorithm a difficult concept to grasp.
Many human activities are better represented as a set of interacting processes, which are carried out
in parallel. To take a simple example, a sequential algorithm for changing a flat tyre might be
written 

                  begin
                    open boot
                    take jack from boot
                    take tools from boot
                    remove hubcap
                    loosen wheel nuts
                    jack up car
                    take spare from boot
                    take off flat tyre
                    put spare on
                    lower jack
                    tighten wheel nuts
                    replace hubcap
                    place flat tyre in boot
                    place jack in boot
                    place tools in boot
                    close boot
                  end

but it might be difficult to convince a beginner that the order here was correct, especially if he or
she were used to changing tyres with the aid of a friend, when the algorithm might be better
expressed 

                  begin
                                       open boot
                     take tools from boot and     take jack from boot
                                     remove hubcap
                                   loosen wheel nuts
                     jack up car          and     take spare from boot
                                   take off flat tyre
                                      put spare on
                     lower jack           and     place flat tyre in boot
                     tighten wheel nuts   and     place jack in boot
                     replace hubcap       and     place tools in boot
                                       close boot
                  end

Here we have several examples of concurrent processes, which could in theory be undertaken by
two almost autonomous processors - provided that they co-operate at crucial instants so as to keep



in step (for example, taking off the flat tyre and getting the spare wheel from the boot are both
processes which must be completed before the next process can start, but it does not matter which is
completed first). 

We shall define a sequential process as a sequence of operations carried out one at a time. The
precise definition of an operation will depend on the level of detail at which the process is
described. A concurrent program contains a set of such processes executing in parallel. 

There are two motivations for the study of concurrency in programming languages. Firstly,
concurrent facilities may be directly exploited in systems where one has genuine multiple
processors, and such systems are becoming ever more common as technology improves. Secondly,
concurrent programming facilities may allow some kinds of programs to be designed and structured
more naturally in terms of autonomous (but almost invariably interacting) processes, even if these
are executed on a single processing device, where their execution will, at best, be interleaved in
real time. 

Concurrent multiprocessing of peripheral devices has been common for many years, as part of
highly specialized operating system design. Because this usually has to be ultra efficient, it has
tended to be the domain of the highly skilled assembly-level programmer. It is only comparatively
recently that high-level languages have approached the problem of providing reliable, easily
understood constructs for concurrent programming. The modern programmer should have at least
some elementary knowledge of the constructs, and of the main problem areas which arise in
concurrent programming. 

18.2 Parallel processes, exclusion and synchronization 

We shall introduce the notation 

COBEGIN S1 ; S2 ; S3 ; . . . Sn COEND

to denote that the statements or procedure calls Sk can be executed concurrently. At an abstract

level the programmer need not be concerned with how concurrency might be implemented at the
hardware level on a computer - all that need be assumed is that processes execute in a non-negative,
finite (as opposed to infinite) time. Whether this execution truly takes place in parallel, or whether
it is interleaved in time (as it would have to be if only one processor was available) is irrelevant. 

To define the effect of a concurrent statement we must take into account the statements S0 and Sn+1
which precede and follow it in a given program. The piece of code 

S0 ; COBEGIN S1 ; S2 ; S3 ; . . . Sn COEND; Sn+1

can be represented by the precedence graph of Figure 18.1. 



Only after all the statements S1 . . . Sn have been executed will Sn+1 be executed. Similarly, the

construction 

                      S0;
                      COBEGIN
                        S1;
                        BEGIN
                          S2; COBEGIN S3; S4 COEND; S5
                        END;
                        S6
                      COEND;
                      S7

can be represented by the precedence graph of Figure 18.2. 

Although it is easy enough to depict code using the COBEGIN ... COEND construct in this way, we
should observe that precedence graphs can be constructed which cannot be translated into this
highly structured notation. An example of this appears in Figure 18.3. 

As an example of the use of the COBEGIN ... COEND construct, we show a small program that will
compute three simple summations simultaneously 


